Cross-site data replication for MongoDB through IBM Compose

Meta Information 
This is information about the entire document.

Define the audience: The document primarily targets application developers and IT architects that are looking for solutions to meet demands about Disaster Recovery of application data stored in a MongoDB hosted provisioned through IBM Compose. 
In addition to Disaster Recovery (DR), this solution can also be used to improve scalability of applications by replicating data over nodes located in different regions. 

Subtitle: Meet DR and scalability requirements of applications using MongoDB provisioned through IBM Compose. 

Define intended results: MongoDB provisioned though IBM Compose offers (in the base offering) extraordinary High available (HA) solution by replicating data over three different nodes. However, that is not enough when regulations demand that data must be replicated over different regions to protect sensitive information in case of major disasters. IBM Compose doesn’t provide this feature yet, and this is quite often an inhibitor for the adoption of IBM Compose for mission critical applications.    

The main intent of this document is to describe a solution to fill this gap.
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Document structure and content

Overview

IBM Compose offers best of the breed solutions to keep the HA of the provisioned databases by replicating data over three different nodes . However, that is not enough when business requirements (or regulations) demand that data must be replicated over different regions to protect the integrity of sensitive information in case of major disasters. 

Solutions like Backup and Restore, typically used to meet this requirement have the drawback of an unacceptable RTO and RPO for mission critical application that need to be up 99.999% of the time and that can tolerate a data loss only of few seconds.  

Unfortunately, cross-region replication is not provided by IBM Compose, so in order to meet the DR requirements with an acceptable RTO and RPO, we are describing in this document a solution to meet the objective. 

The solution is based on intercepting events notified though the Oplog (https://www.compose.com/articles/the-mongodb-oplog-and-node-js/
) of the source MongoDB instance through a Node.js application and applied the notified changes to the target MongoDB instance. The proposed solution is very efficient both in terms of latency and overhead, because it’s completely asynchronous and event-based. 


Prerequisites

To fully benefit from this document, you need at the least to meet the following prerequisites:
· MongoDB knowledge
· An IBM Compose Account 
· A hosting environment to run a Node.js application (it could be either an on premises system or a cloud service).

Design considerations and planning

One of the key principles of Microservice-based architecture is that each microservice (computing element) has to be state-less, which facilitates scaling up and down the number of serving nodes according to the load. 
It also makes easier to implement automated actions to bring up nodes instances that went down due to crashes or infrastructure failures (like hardware problems).
In such architecture, it’s responsibility of the Database layer to persist status changes after each transaction. It poses high demands on such layer in terms on scalability and reliability. In fact, all microservices will rely on DB layer to retrieve and persist the status, and if the DB layer is not sized properly it can easily become a bottleneck for the system throughput. Moreover, DB layer has always to be high available and resilient to any kind of failures (also the ones not necessarily originated within IT boundaries, such as electrical power outages, earthquakes, terrorist attacks, etc.).

MongoDB is one of the most used DB in modern applications relying on NoSQL persistence mechanism. It offers a brilliant solution for this problem through the built-in Replication feature as documented  at https://docs.mongodb.com/manual/replication/. It’s possible to create a cluster with a primary node and one or more secondary nodes. The primary node is the main entry point for all application transactions, while the other ones receives the updates from the master and keep updated a local replica of the data, as shown in the figure below:


[image: ]


MongoDB replication also provides a quite sophisticated mechanism to elect a new primary when the current one becomes unavailable, the algorithm is based on heartbeats exchanged by all the nodes and on an “election-based” algorithm.


[image: ]


Whenever it is possible, using MongoDB replication addresses both resiliency and scalability requirements. Resilience is provided by the node redundancy, while scalability is achieved by relying on secondary nodes for read only (like reporting) transactions.
Some cloud providers lock down to end users the possibility to customize the MongoDB replication mechanism, because they use it internally to manage data replication within the hosted environment.
Another limitation is that writing operations are allowed only on the primary node. So if the application scalability requirements demand for globally dispersed deployments, all applications instances need to connect to the primary node that could be located in a different region that the application. In this case it is much better to have at least a Primary node with read/write access in each region.

This document describes how to replicate a MongoDB also when it’s not possible to use the built-in mechanism. The figure below shows a graphical representation of the solution:

[image: ]

 
MongoDB Data Replicator is a Node.js application that subscribes to the Oplog of the primary MongoDB and intercepts all events about insertion, deletions and updates, then it replicates all the notified changes to the MongoDB Primary in another region. 
The diagram only reports replication from one site to another, but MongoDB Data Replicator can replicate changes also in the other direction. The solution can be adapted also when the regions are more than 2.

MongoDB Data Replicator can run on a standalone server, in a docker container or as a Cloud Foundry application within Bluemix. 
The source code of MongoDB Data Replicator is available on public Gitub at the following https://github.com/adibalsa/MongoDBReplicator. Connections to source Oplog and target MongoDB can be customized by editing the config.js file in the root directory of the project before running the application.

Even if not implemented yet, it is also possible to extend MongoDB Data Replicator so that it applies changes to the target DB with a predefined latency. That is useful to keep a “living-snapshot” of the DB which is some time behind the main repository. So in case of corruptions due to application bugs or users’ mistakes, data can be restored before the corruption propagates to the replica. This is offered also by MongoDB itself when using built-in clustering. Until the feature is added to Mongo DB Replicator, it’s possible to add a secondary node to the MongoDB primary node in the second region, so that you have both an updated replica of the main DB and a delayed replica. The former can be used to restore the service with almost zero RPO while the latter is available to remediate problems due to DB corruptions, look at this link for more details:


[image: ]



Deploy your application or solution

Follow the step-by-step instructions in this section to set up a replication between two MongoDB deployed in two different IBM Compose regions. The procedure documented below also applies to replicate data from a MongoDB deployed in IBM Compose and another MongoDB deployed on-premises.


1. Log in to IBM Compose at the following https://www.compose.com/. You can create a Free 30 day trial, if you don’t have an account yet

2. Create a first MongoDB deployment, select “EU London 2” in the Location box, and name it case-mongo-1: [image: ]

3. Create a second MongoDB deployment, select “US Dallas 9” in the Location box, and name it case-mongo-2

4. Open “case-mongo-1” instance from Compose UI and add the Oplog Acess add-on to it: [image: ]

5. Take note of the Oplog URL and the related password (you have to click on Show and re-insert your Compose credentials,  to see the password, because it’s hidden).

6. Go now on the “Browser” tab and create a new database in case-mongo-1 deployment, call it NodeExperiments: [image: ]

7. Create the same database as you did in step 5 for case-mongo-2 deployment

8. Go now on the “Overview” tab of case-mongo-2 deployment and take note of the MongoDB connection string (user name and password, need to belong to an user who has read and write access to the DB): [image: ]
9. Download Mongo DB Replicator application from Gitub: https://github.com/adibalsa/MongoDBReplicator
10. Edit the config.js file in the root of that application, by inserting the URLs you noted down in steps 4 and 7.  Config.js contains already the template URL  strings, you have to replace the place holders ( “<…>” ) with actual values in the  template
11. Then you can run Mongo DB Replicator locally following the instructions in the README.md file in the project root, or you can deploy it on Bluemix as cloud foundry application running “cf push”.
12. [bookmark: _GoBack]If the application started properly you should see a screen like the following, reporting the URLs you provided in the config.js (all passwords are hidden): [image: ]
13. Create a new collection in the databased named NodeExperiments belonging to case-mongo-1 deployment and insert some documents in it.
14. Verify that documents are correctly replicated in the matching database and collection is case-mongo-2 deployment.



Manage your application and solution

It’s extremely important to monitor the availability of the Mongo DB Replicator Node.js application. In fact, if it is down, events are queued in the Oplog of the source DB and there is the risk of losing some of them in case of prolonged outages (Oplog has a circular queue). 

The recommendation is to run the Mongo DB Replicator as a cloud foundry application on Bluemix and monitor it using the monitoring tools available in the platform.

In case of prolonged unavailability of one of the two regions, the time required to bring the two databases in sync could be too long, by applying changes queued in the Oplong one by one. In such cases it takes much less to restore data to the resumed DB  by restoring a backup taken on the primary, and then reactivate the replication only for new changes happened after the database snapshot taken with the backup.



Resources

https://docs.mongodb.com/manual/replication/
https://www.compose.com/articles/the-mongodb-oplog-and-node-js/
https://meteorhacks.com/mongodb-oplog-and-meteor/
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